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Abstract

Trusted Execution Environments (TEEs) are increasingly
relevant in embedded and cyber-physical systems, where
both security and real-time guarantees are essential. While
Keystone has gained traction as an open-source framework
for RISC-V, its interaction with real-time scheduling and, in
particular, with the PREEMPT_RT patches remains unstudied,
despite the potential and relevance of real-time Linux and
enclaves for secure mixed-criticality applications. This paper
presents an evaluation methodology to assess implications
of enclaved execution on scheduling latency, which we ap-
ply to Keystone on a PREEMPT_RT-patched Linux kernel on
a HiFive Unmatched board. Using cyclictest to measure
scheduling latencies under high-load conditions, two sce-
narios are examined: mixed contexts, where high-priority
non-secure tasks run concurrently with active enclaves, and
real-time enclaves, where time-critical tasks execute inside
the enclave itself. Results show that Keystone’s Secure Mon-
itor and enclaves do not measurably interfere with high-
priority non-secure processes. However, while PREEMPT_RT
improves enclave startup determinism, Keystone introduces
substantial latencies when multiple enclaves are executing
concurrently, partially limiting its suitability for applications
that require predictable timing alongside confidentiality.

CCS Concepts: « Software and its engineering — Real-
time schedulability; « Security and privacy — Trusted
computing.
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1 Introduction

Trusted Execution Environments (TEEs), including Intel’s
SGX, AMD’s SEV and ARM’s TrustZone, have become avail-
able across off-the-shelf processors and share the common
goal of providing isolated execution environments for sensi-
tive computations. However, they differ significantly in their
architectural approaches, capabilities, and threat models.

As Kohlbrenner et al. [10] point out, the closed-source
nature of these systems poses significant challenges in terms
of independent verification of security properties and adap-
tation to specific use cases. This lack of transparency and
flexibility has promoted open-by-design solutions that are
flexible, portable, and applicable in both research and in-
dustry. The accelerated uptake of RISC-V in academia and
industry has engendered a dual opportunity and imperative
to re-evaluate the principles underpinning TEE design. The
open-standard nature of RISC-V facilitates the development
of transparent, community-reviewed TEE implementations
that can be tailored to diverse application requirements. This
has made RISC-V an ideal candidate for the creation of TEEs
that meet the criteria proposed by [10] and a number of
TEE architectures have been proposed for RISC-V platforms:
Sanctum [6], Timber-V [24], CURE [4], Penglai [9], each
of which explores different trade-offs in terms of security
guarantees and implementation complexity. Keystone [12]
is particularly promising due to its open-source implementa-
tion, its modular architecture, and, most critically, its ability
to run on standard RISC-V hardware without custom secu-
rity extensions. This flexibility renders Keystone accessible
for research, development, and deployment across a wide
range of RISC-V systems.

In addition to requirements for isolation, integrity and
attestation, TEEs in modern embedded and cyber-physical
systems introduce a significant yet sometimes overlooked
issue: the preservation of temporal guarantees. Indeed, secu-
rity primitives often introduce non deterministic additional
latencies (timer, interrupt) and raise availability challenges
that are often considered out of scope for TEEs.

Keystone is using Linux as untrusted OS, which is not de-
signed to meet hard real-time requirement of an RTOS. How-
ever, the introduction of the PREEMPT_RT patches greatly
improve scheduling latencies determinism, making Linux
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relevant for some classes of soft real-time application, partic-
ularly for mixed-criticality [16]. The impact of PREEMPT_RT
has been evaluated on diverse platforms including ARM [1, 8]
and RISC-V [18]. The PREEMPT_RT patches have recently
been merged into the mainline kernel, a clear sign of the ma-
turity of the project and it relevance in future mixed-critical
applications.

To the best of our knowledge PREEMPT_RT has not been
studied in combination with Keystone or other enclave sys-
tems. Since Keystone rely on the Linux kernel for enclave
schedule, it should also benefit from improved latency deter-
minism. However, non-secure Linux processes could be dis-
turbed by Keystone’s Secure Monitor, high privilege software
which manages interrupts and context transitions, poten-
tially leading to non-deterministic delays even with the pres-
ence of PREEMPT_RT. This also raises the question whether
time critical tasks can be executed in enclaves to ensure both
confidentiality and deterministic execution.

This Paper & Contributions. In this paper we develop
a methodology to examine the startup latency implications
of executing Keystone on real-time Linux with PREEMPT_RT
for soft real-time mixed critical systems. Our investigation
focuses on the impact of Keystone’s security mechanisms
on the scheduling latency of the system for both mixed con-
text (non-secure high priority tasks running in parallel of
enclaves) and real-time enclaves (high priority tasks running
in enclaves). We use cyclictest to measure scheduling la-
tencies and a collection of stressors (stress-ng and iperf3)
to simulate high workloads on the system running on a Hi-
Five Unmatched Rev. B board.

We modify the Keystone build process to include the
PREEMPT_RT patches and validate that we obtain performance
comparable to existing studies [1, 8, 18]. We measure the
impact of Keystone enclaves on the scheduling latencies for
mixed context and conclude that the presence of Keystone’s
Secure Monitor and enclaves do not interfere with the critical
processes. We further measure the impact of PREEMPT_RT on
the total startup latency of real-time Keystone enclaves, and
find that, while the PREEMPT_RT patch does result in more
deterministic enclave scheduling, the creation of multiple en-
claves concurrently introduces significant and unpredictable
latencies eclipsing the effects of PREEMPT_RT.

Our findings show that, additional latencies and overheads
do indeed limit the opportunities to deploy Keystone with
its advanced security guarantees in a range of mixed critical
applications that require more deterministic scheduling be-
haviour. Though, appropriate engineering techniques with
mode change and fail-safe mechanisms may alleviate the
above limitations but are outside the current scope of our
study. We see the development of evaluation scenarios and
stressor configurations as a key contribution of our work,
which can be used to evaluate other enclave architectures
or even capability-based systems for the Internet of Things,
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and which we make available as an accompanying artifact
under BSD license.!

2 Background and Related Work
2.1 Real-Time Challenges for TEE

TEE introduces fundamental tensions with real-time require-
ments as their goals are not always orthogonal.

Scheduling interference is the most pervasive issue. In
most TEE deployment models, the secure execution envi-
ronment does not expose any scheduling interface to the
host OS, which therefore cannot bound the time spent in se-
cure context. Wang et al. [23] document this availability gap
across major TEE stacks and propose RT-TEE, a hierarchical
two-layer scheduler enforcing temporal isolation between
secure and non-secure partitions.

Timer and interrupt non-determinism are equally critical.
Yuhala et al. [25] demonstrate that asynchronous enclave
exits, memory eviction, and interrupt delivery all introduce
non-deterministic latency, rendering hard real-time guaran-
tees impossible without platform-specific mitigations. Fur-
thermore, in a privileged secure context, long atomic sections
can delay host-side interrupts without bound.

On lightweight embedded platforms, Aion [2] enforces
availability through bounded atomicity and hardware-enforced
scheduler isolation, while Lindemer et al. [13] show that the
RISC-V PMP unit alone is sufficient to achieve thread iso-
lation and bounded execution time. Mr-TEE [22] further
observes that temporal and security isolation are orthogonal
properties that can be enforced independently at the system
integration layer, rather than jointly at the hardware-facing
scheduler level.

The present study focuses on the impact of scheduling on
enclave startup latency, while other aspects such as timers,
interrupts and availability are delegated to future work.

2.2 Keystone

Keystone [12] is an open-source academic initiative TEE de-
veloped initially by Berkeley researchers for RISC-V systems.
The current implementation uses Linux but the design can
be ported to other OS as demonstrated by Thomas et al. [20]
that ran it on FreeRTOS. It only utilises standard RISC-V
features, making it portable to existing systems and its open-
source nature makes it possible to add optional hardware
features or modify part of the implementation if needed.

Keystone claims to protect the integrity and confidentiality
against physical attacks on out-of-chip signals, untrusted
host and processes (including other enclaves) and cache side-
channel attacks. It does not include defence mechanisms for
timing nor speculative side channel attack. It mitigates DoS
attack from malicious enclaves by authorising the host OS to
terminate an enclave at any point, considering availability
out of scope.

Uhttps://github.com/ReSP-Lab/2026-systex-keystone-rt-linux
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Figure 1. SW privilege hierarchy of a Keystone-enabled
platform

2.2.1 Requirements. It requires only the optional user
and supervisor privilege modes and Physical Memory Protec-
tion (PMP) features from the standard RISC-V specification.

The RISC-V privilege model [17] provides hierarchical
execution modes for the separation of software privileges
in OS environments. Machine mode (M-mode) is the sole
mandatory privilege level, and it offers unrestricted hardware
access. Optional Supervisor mode (S-mode) and User mode
(U-mode) operate under runtime-configurable restrictions
(such as interrupt handling and memory access) set by higher
privileged modes. This is typically necessary for rich OS
such as Linux, where the M-mode is generally used to run
OpenSBI (firmware), S-mode for the Kernel, and U-mode for
userspace processes.

The Physical Memory Protection (PMP) is a hardware
protection for physical memory, configurable by M-mode,
that restricts access to entire ranges of the physical memory
for specific execution contexts (except M-mode). This feature
is not mandatory on all RISC-V systems and the number of
concurrent regions that can be protected may vary. It aims
to provide foundation for confidential computing on RISC-V
platform where memory isolation is key. While PMP is a
great tool for security, it is not without flaws and can still be
bypassed in certain scenarios. For example, Louka et al. [14]
shows that PMP is vulnerable to memory aliasing techniques
and Nashimoto et al. [15] demonstrated successful fault-
injection side-channel attacks on PMP.

2.2.2 Secure Monitor. The main component of Keystone
is the Secure Monitor (SM), an extension of OpenSBI, running
in M-mode. It is solely responsible for the PMP configuration
and context switch for enclaves, as well as integrity and
remote attestation. Host OS runs in S-mode with its normal
processes in U-mode, while the secured apps run in U-mode
with their own runtime in S-mode (Fig. 1). The SM trusts the
hardware, assuming it is bug free. The SM (and OpenSBI) is
trusted by the host OS using hardware attested measurement.
The SM is trusted by the runtime. The SM and their own
runtime are trusted by the enclaves, meaning that the host
OS does not need to be trusted for the security guarantees.

2.2.3 Enclave lifecycle. The enclave startup procedure
(represented in Fig. 2) starts from a userspace process re-
questing the creation of the secure app to the host OS. The
latter takes care of allocating memory space and loading the
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Figure 2. Enclave creation process

enclave binary. It then gives control to the Secure Monitor
which locks the memory region using PMP and verifies that
the enclave has not been tampered with. It finally jumps into
the start of the enclave binary to start the secure app.

The total time needed for this creation process depends
on the size of the enclave binary. This has been studied by
Umezawa et al. [21], showing a linear relation between size
and startup duration. They also proposed a cache mechanism
that could drastically reduce the startup time, especially for
repeating tasks.

During enclave lifetime, the SM can always interrupt the
enclave execution to switch context back to the Host OS,
either on the enclave request (edge call) or to serve Host OS
interrupts. This can also occur at the request of the host OS
to mitigate possible DoS attack from a malicious enclave.

2.3 Real-time Linux

Real-time platforms can be divided based on their time re-
quirements. Hard real-time systems have strict needs, where
even a single missed deadline can lead to system failure. Soft
real-time systems, in the other hand, can accept a few missed
deadlines, as long as the overall QoS is kept high. Some def-
initions also add the firm real-time system, where missed
deadlines do result in invalid results, but without critical
failures. When used to execute both time-critical and non
time-critical tasks, these platforms are called mixed-critical
systems [5].

For a system to be able to meet these requirements, mod-
ern platforms typically use preemptive approaches, where
the scheduler is able to interrupt any running task in favour
of another one, and the exact method to decide which task
to run when can follow different policies depending on the
exact need. Some examples of such RTOS that now support
RISC-V are Zephyr 0S, FreeRTOS or RIOT 0S. While these
systems are key to have strict real-time requirements, they
are also more limited than traditional OS in the services they
can provide, which can lead to longer development time for
large projects, in particular for mixed-criticality systems.

The PREEMPT_RT patches set, in development since 2005,
is a kernel modification project that aims at improving real-
time capabilities of the Linux kernel by minimizing sections
of the kernel itself that are not preemptible, causing non-
predictable scheduling latency. After twenty years of de-
velopment, the PREEMPT_RT patch has been merged into
the mainline kernel starting at version 6.12. The work from
Reghenzani et al. [16] describes more in depth the evolution
of this patches set and the impact on Linux systems. Adam
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et al. [1] and Dewit et al. B] published evaluations of this
patch on ARM devices and Scha ner et al§ did a similar
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of its execution. We can compare the results with or with-
out the PREEMPT_t@Eee if the scheduling improvement is

study on RISC-V. PREEMPT_RT is being used in practice, e.g.still relevant compared to the enclave creation duration and
for safety critical robotic perception]d. All results show a highlight any unpredictable latency introduced by Keystone
more deterministic system behaviour regarding scheduling behaviour.
latency.

However, due to the size of the Linux Kernel code com- 3.1 Hardware
pared to a typical RTOS, it is very di cult to fully prove  All following experiments use a HiFive Unmatched Rev.
any bounded time execution, even with the newly added B board due to its compatibility with Keystone. This is a
PREEMPT_RT patches, and therefore it can not be guar-SiFive board powered by the Freedom U740 SoC. When
anteed to meet hard real-time requirements. Nevertheless, running Linux, it uses its four U7 cores (implementing the
the scheduling latency improvement introduced by the PRE- RV64IMAFDC speci cation), with 8 PMP regions. This is
EMPT_RT patches makes Linux attractive for soft or even the same board used b1, and we can therefore expect
some rm real-time applications, in particular for mixed-  to have similar enclave creation latencies, i.e. around<es0
criticality where non time-critical applications can benet  for a minimal size enclave.
from using the very large set of tools and services already

available on Linux. 3.1.1 Build and Con guration. Keystone currently re-

lies on Buildroot to assemble a functioning Linux image with

the modi ed version of OpenSBI to include the SM and to

add the driver and enclave examples on the system. The
3 Methodology original implementation is based on the Linux kernel 6.1,

In this work, we developed a method to evaluate the im- however, thePREEMPT_pdtches set support for RISC-V
pact of Keystone on the startup latency of tasks, using PRE- architecture was introduced on the Linux kernel version 6.6.

EMPT_RT to further improve the Host scheduling latencies. Therefore we had to update the Buildroot version used in
This combination of time-critical and con dential computing ~ Keystone to be able to use the newer kernel. We then tested

The rst one, called mixed context in this study, where ~ Patches version 6.6.87-rt54 as it was the latest minor at the

the enclaved tasks do not need to be high priority, but other ~ Start of this work.
processes running at the same time may have real-time re- The real-time kernel con guration is based on the work
quirements. This can apply to smart grid monitoring devices, from [1_&, with adaptive ticks d_isabled for deterministic
that continuously measure power parameters (soft real-time), Scheduling, CPU frequency scaling down and all power sav-
then securely send reports to a remote server for statistical nd features disabled. We also made sure to disable all debug
purposes, requiring some kind of encryption that would ben- options that could lead to additional latency on the system.
e t from enclaved execution to protect sensitive keys. In
this case, the TEE should not impact the capability of the 3.2 Measurements
device to make its measurement while the report process To measure the scheduling latencies of the studied processes,
does not have speci ¢ real-time needs. To evaluate this, the We usedcyclictest . Itis a standard tool, part of the rt-tests
scheduling latency of the real-time tasks can be measured test suit, often used to measure scheduling latency on Linux
usingcyclictest  while concurrently executing Keystone  systems, especially cAREEMPT -&Tabled ones. It works
enclaves. The results can be compared to a baseline systemPy spawning multiple recurring, high-priority sleeping tasks
without any enclave to observe any impact. and measuring the di erence between the requested wakeup
In the second scenario, which will be called real-time en- time and the actual one, using high precision real-time clock
clave, the secured tasks do have real-time requirements and When available on the system. It does not aim to actually
the additional latency introduced by the enclaves creation identify the source of unwanted latency spikes, only to mea-
needs to be deterministic to meet time-critical requirements. sure them, as explained by]. We kept the default scheduler
In the previous example, if the report is used for local grid  class SCHED_FIFO, and set tasks priority to 99.
power-balancing to reduce transportation cost, the enclaved For the real-time enclave context, we execute the cyclictest
task now also requires some real-time guarantees to make tasks in Keystone enclave to measure Keystone-related la-
sure the data are still relevant at the time of decision. In tencies in addition to initial process scheduling latencies.
this case, the parameter to measure is the total latency of
enclave requested by a real-time process, including both 0S 3-3  Stressors
scheduling and Keystone enclave creation. To achieve this, Cyclictest is to be used alongside of background tasks that
a modi ed version ofcyclictest is used to request an en-  simulate disturbance to get inside of how the system man-
clave creation and take the time measurement at the start ages to schedule high-priority tasks with low and predictable
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Figure 3. Scheduling latencies of Linux processes, without
and with PREEMPT_RT

latency. In this work, we usstress-ng , a collection of over
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Figure 4. Scheduling latencies of Linux processes, without
and PREEMPT_RT, with keystone in background

300 stressors that cover most of system resources (cpu, mem-

ory, swap, disk, ...) in addition witiperf3 , a network /0O
stressor.

To simulate Keystone background work for mixed context,
we wrote a small enclave containing a simple prime number
algorithm, that runs in addition to above stressors.

4 Experiments

The experiments will starts by establishing a baseline, using
a Linux system without Keystone to evaluate the relevance

of PREEMPT_RT on RISC-V, followed by case study for our

mixed context and real-time enclave describe in section 3.

All results are displayed on log-log scale histograms to
facilitate observation of latencies in di erent contexts. In this
soft real-time context, the relevant feature is not the absolute
value of the latencies, but how predictable they are, i.e, how
grouped the measurements are in the gures. Ideally, most
measurements would stay within well-de ned boundaries
with few to no extreme values.

4.1 PREEMPT_RT on RISC-V

To establish a baseline to compare to, we rst need to mea-
sure the scheduling latencies of high-priority Linux pro-
cesses with and without thREEMPT_Ratches on our

Figure 5. Scheduling latencies of Linux processes, without
and Keystone, both with PREEMPT_RT

4.2 Mixed Context

The rst scenario can be studied similarly to the previous
experiment with the addition of Keystone enclaves running

in the background as normal priority processes. We spawned
keystone enclaves on each core while we measured the sched-
uling latencies of high-priority tasks using cyclictest. The
experiment was run for an hour on each system to be com-
parable to the previous one.

HiFive Unmatched board. No Keystone enclaves are created The results shown in Fig. 4 are similar to those of the

during this experiment, only the stressors are running in the
background. The experiment was run for one hour for both
stock and real-time kernels and the latencies recorded by
cyclictest are displayed in Fig. 3.

previous experiment, with better average and less spread-
out latencies for the system with theREEMPT_jg&kches.
The results for the real-time kernel with Keystone is also
compared to the one without keystone from the previous

It appears that the system using the PREEMPT _RT patches experiment in Fig. 5, further con rming that the introduction
has its latencies both lower on average and less spread than of Keystone enclaves do not result in signi cant change in

the stock one. This means that the startup time of high pri-
ority tasks is more predictable, which is the expected result
and is comparable to the ndings of existing studies on RT
Linux [8, 18].

the scheduling latencies of this system.

This seems to indicate that Keystone with real-time Linux
is a suitable platform for mixed-critical contexts where some
non time-critical tasks may require security guarantees.
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Figure 6. Keystone enclaves creation duration (without
scheduling latency)

4.3 Real-time enclave

For the second scenario, the scheduling latencies of real-time
tasks running inside enclaves has to be measured. This will
depend on the scheduling latency of the host process re-
questing the enclave creation as well as the enclave creation
process duration.

From the work by Umezawa et al2]l], we know that the
time required for an enclave creation depends on the size
of the enclave and runtime binaries that have to be loaded
them measured and veri ed and we can expect the latency
for a minimum size enclave ( 73 ) to be approximately
750<B on average.

To validate and further investigate how predictable this
latency is, we did our own experiment, without any stressors,
using a single core for the enclaves to sequentially create

enclaves and measure the duration of the creation process.

The results, in Fig. 6, show that, in our case, this latency is
always between between 76B and 77€B and therefore
can be considered mostly deterministic.

To measure the total latency in a realistic context, we
made a modi ed version of cyclictest, where the sleeping
tasks are creating an enclave at each iteration, and the actual
time measurement is happening from within the enclave.
We started by running the modi ectyclictest  using only
one thread (one core) of high priority enclaves. The stressors
remain the same as in the previous experiments, running on
all four cores. The results for both systems, with and without
the PREEMPT_RT patches, are displayed in Fig. 7.

The absolute values of the latencies are higher than in the
mixed context scenario due to the introduction of the enclave
creation step. However, the system wiPREEMPT_&ill
improves the predictability of the latencies but the di erence
with the stock system is less signi cant.

The next results use the same experiment but wiytlictest
con gured to use two threads of real-time enclaves (on two
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Figure 7. Total latencies of single threaded keystone en-
claves startup without and with PREEMPT_RT

Figure 8. Total latencies of two concurrent threads of key-
stone enclaves without and

PREEMPT_RT

Figure 9. Total latencies of keystone enclaves startup with
one and concurrent thread(s), both with PREEMPT_RT

concurrent creation of enclaves at the same time. Fig. 9 com-
pares the results from the two systems Wit REEMPT , ROF
single and two threads while Fig. 8 shows the latencies for

separated cores) to evaluate how the system handles the two threads, with and without PREEMPT_RT.
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